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Abstract

In this paper, we investigate the modulation-domain Kalman filter (MDKF) and compare its performance with other time-domain
and acoustic-domain speech enhancement methods. In contrast to previously reported modulation domain-enhancement methods based
on fixed bandpass filtering, the MDKF is an adaptive and linear MMSE estimator that uses models of the temporal changes of the mag-
nitude spectrum for both speech and noise. Also, because the Kalman filter is a joint magnitude and phase spectrum estimator, under
non-stationarity assumptions, it is highly suited for modulation-domain processing, as phase information has been shown to play an
important role in the modulation domain. We have found that the Kalman filter is better suited for processing in the modulation-
domain, rather than in the time-domain, since the low order linear predictor is sufficient at modelling the dynamics of slow changes
in the modulation domain, while being insufficient at modelling the long-term correlation speech information in the time domain. As
a result, the MDKF method produces enhanced speech that has very minimal distortion and residual noise, in the ideal case. The results
from objective experiments and blind subjective listening tests using the NOIZEUS corpus show that the MDKF (with clean speech
parameters) outperforms all the acoustic and time-domain enhancement methods that were evaluated, including the time-domain
Kalman filter with clean speech parameters. A practical MDKF that uses the MMSE-STSA method to enhance noisy speech in the
acoustic domain prior to LPC analysis was also evaluated and showed promising results.
� 2011 Elsevier B.V. All rights reserved.
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1. Introduction

In the problem of speech enhancement, where a speech
signal is corrupted by noise, we are primarily interested
in suppressing the noise so that the quality and intelligibil-
ity of speech are improved. Speech enhancement is useful in
many applications where corruption by noise is undesirable
and unavoidable. The Kalman filter (Kalman, 1960) is an
unbiased, time-domain, linear minimum mean squared
error (MMSE) estimator, where the enhanced speech is
recursively estimated on a sample-by-sample basis. The
Kalman filter can be viewed as a joint estimator for both
0167-6393/$ - see front matter � 2011 Elsevier B.V. All rights reserved.
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the magnitude and phase spectrum of speech, under non-
stationarity assumptions (Li, 2006). This is in contrast to
the short-time Fourier transform (STFT)-based enhance-
ment methods, such as spectral subtraction (Boll, 1979),
Wiener filtering (Wiener, 1949; Chen et al., 2006), and
MMSE estimation (Ephraim and Malah, 1984, 1985),
where only the clean magnitude spectrum is estimated.
No processing is performed on the noisy phase spectrum
before it is combined with the estimated clean magnitude
spectrum to produce the enhanced speech frame.

The Kalman filter was first introduced for speech
enhancement by Paliwal and Basu (1987), where significant
noise reduction was reported when linear prediction coeffi-
cients (LPCs) estimated from clean speech were provided.
In practice though, poor parameter estimates from noisy
speech result in degraded enhancement performance.

http://dx.doi.org/10.1016/j.specom.2011.02.001
mailto:s.so@griffith.edu.au
mailto:k.paliwal@griffith. edu.au
mailto:k.paliwal@griffith. edu.au
http://dx.doi.org/10.1016/j.specom.2011.02.001


S. So, K.K. Paliwal / Speech Communication 53 (2011) 818–829 819
Iterative Kalman filters (Gibson et al., 1991) have been
shown to alleviate the effects of poor parameter estimates
in the Kalman filter, resulting in an improvement in SNR
and reduction in background noise level. However, the
enhanced quality was not guaranteed to improve after fur-
ther iterations since the iterative LPC estimation was essen-
tially an approximated Expectation-Maximisation (EM)
algorithm, where the likelihood function of the LPC
estimates was not guaranteed to monotonically increase
(Gannot et al., 1998). The subband Kalman filter was pro-
posed by Wu and Chen (1998), whereby the speech signal
was first decomposed into subbands and then each tempo-
ral subband signal was enhanced using a low-order
Kalman filter. As well as possessing lower computational
complexity, the subband Kalman filter was found to per-
form better than the full-band Kalman filter.

There has been recent interest in using the modulation
domain as an alternative to the acoustic domain for speech
enhancement, where we define the acoustic spectrum as the
STFT of a signal and the modulation domain as the tempo-
ral trajectories of the magnitude spectrum at all acoustic
frequencies (Atlas et al., 2003). There is growing psychoa-
coustic and physiological evidence to support the signifi-
cance of the modulation domain for speech analysis and
processing. For example, neurones in the auditory cortex
are thought to decompose the acoustic spectrum into
spectro-temporal modulation content (Mesgarani and
Shamma, 2005). Low frequency modulations of sound
have been shown to be the fundamental carriers of infor-
mation in speech (Atlas et al., 2003). Drullman et al.
(1994a,b) investigated the importance of modulation fre-
quencies for intelligibility by applying low-pass and high-
pass filters to the temporal envelopes of acoustic frequency
subbands. They showed frequencies between 4 and 16 Hz
to be important for intelligibility, with the region around
4–5 Hz being the most significant. In a similar study, (Arai
et al., 1999) showed that applying passband filters between
1 and 16 Hz did not impair speech intelligibility. While the
envelope of the acoustic magnitude spectrum represents the
shape of the vocal tract, the modulation domain represents
how the vocal tract changes as a function of time. It is these
temporal changes that convey most of the linguistic infor-
mation (or intelligibility) of speech. For a detailed review
of studies on the importance of the modulation domain,
the reader can refer to (Paliwal et al., 2010).

Hermansky et al. (1995) proposed to bandpass filter the
time trajectories of cubic-root compressed short-time
power spectrum for enhancement of speech corrupted by
additive noise. Similar bandpass filtering was applied to
the time trajectories of the short-time power spectrum for
speech enhancement in Falk et al. (2007) and Lyons and
Paliwal (2008). These bandpass filtering methods have sev-
eral limitations: (1) the filters are fixed in nature and there-
fore assume the speech and noise signals are stationary in
time; (2) the properties of the noise are not exploited in
the design of the filters; and (3) noise contained in the filter
passband (the speech modulation regions) is preserved.
These limitations were addressed recently in Paliwal et al.
(2010), whereby the spectral subtraction algorithm was
used to process the modulation spectrum on a frame-by-
frame basis. This meant that the speech and noise signals
were assumed to be quasi-stationary in short-time frames,
which is in contrast to the earlier bandpass filtering meth-
ods that assumed stationarity for all time.

In this paper, we investigate the use of Kalman filtering
for estimating the modulating signals of speech, which are
the temporal trajectories of the magnitude spectrum along
each acoustic frequency. We believe the ability of the
Kalman filter to process non-stationary signals as well as
estimate both the magnitude and phase spectrum makes
it preferable over STFT-based enhancement methods,
because phase information has been shown to play an
important role in the modulation domain (Kanedera
et al., 1998; Greenberg et al., 1998; Greenberg and Arai,
2001). Furthermore, we make the observation that the
Kalman filter with low order linear predictor is more suit-
able for enhancing slow changing modulating signals than
for enhancing the speech signal in the time domain, as the
latter contains long-term correlation information that the
low order linear predictor cannot capture. Using objective
and blind subjective tests on the NOIZEUS speech corpus
(Loizou, 2007), we show that in the ideal case where accu-
rate model parameters are available, the modulation
domain Kalman filter (MDKF) outperforms all acoustic
and time-domain speech enhancement methods that were
evaluated (including the time-domain Kalman filter
(TDKF)) for both white and coloured noise. We also pres-
ent some results of a practical MDKF that uses the
MMSE-STSA algorithm in the acoustic domain as a pre-
processor for LPC estimation.

The rest of this paper is structured as follows. In Section
2.1, we describe the analysis-modification-synthesis (AMS)
framework that is used to obtain the modulation domain.
Following this, the modulation-domain Kalman filter and
its operation are detailed in Section 2.2, where we also dis-
cuss the validity of some Kalman filtering assumptions in
the modulation domain. In Section 2.3, we present a com-
parative analysis of the MDKF and the TDKF in the ideal
case, where LPCs from clean speech are available. This
analysis will highlight the advantages of performing
Kalman filtering in the modulation domain, rather than
in the time domain. The objective and blind subjective
listening experiments that were performed in this study
are described in Section 3.1 and the results and discussion
follow in Section 3.2. Finally, we conclude in Section 4.

2. Modulation domain Kalman filtering for speech

enhancement

2.1. Acoustic analysis-modification-synthesis framework

The analysis-modification-synthesis (AMS) framework
consists of three stages: (1) the analysis stage, where the
input speech is processed using STFT analysis; (2) the
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modification stage, where the noisy spectrum undergoes
some kind of modification; and (3) the synthesis stage,
where the inverse STFT is followed by the overlap-add syn-
thesis to reconstruct the output signal.

Let us consider an additive noise model:

yðnÞ ¼ xðnÞ þ vðnÞ ð1Þ
where y(n), x(n) and v(n) denote zero-mean signals of noisy
speech, clean speech and noise, respectively. Since speech
can be assumed to be quasi-stationary, it is analysed frame-
wise using short-time Fourier analysis. The STFT of the
corrupted speech signal y(n) is given by:

Y ðn; kÞ ¼
X1

l¼�1
yðlÞwðn� lÞe�j2pkl

N ð2Þ

where k refers to the index of the discrete acoustic fre-
quency, N is the acoustic frame duration (in samples) and
w(n) is an acoustic analysis window function. In speech
processing, the Hamming window with 20–40 ms duration
is typically employed. Using STFT analysis, we can repre-
sent Eq. (2) as:

Y ðn; kÞ ¼ X ðn; kÞ þ V ðn; kÞ ð3Þ

where Y(n,k), X(n,k) and V(n,k) are the STFTs of noisy
speech, clean speech, and noise, respectively. Each of these
can be expressed in terms of acoustic magnitude and acous-
tic phase spectrum. For instance, the STFT of the noisy
speech signal can be written in polar form as:

Y ðn; kÞ ¼ jY ðn; kÞjej\Y ðn;kÞ ð4Þ
where jY(n,k)j denotes the acoustic magnitude spectrum
and \Y(n,k) denotes the acoustic phase spectrum.

Traditional AMS-based speech enhancement methods
modify, or enhance, only the noisy acoustic magnitude
spectrum while keeping the noisy acoustic phase spectrum
unchanged. Let us denote the enhanced magnitude spec-
trum as jbX ðn; kÞj, then the modified acoustic spectrum is
constructed by combining jbX ðn; kÞj with the noisy phase
spectrum, as follows:bX ðn; kÞ ¼ jbX ðn; kÞjej\Y ðn;kÞ ð5Þ
The enhanced speech x̂ðnÞ is reconstructed by taking the in-
verse STFT of the modified acoustic spectrum followed by
synthesis windowing and overlap-add reconstruction
(Quatieri, 2002).

2.2. Kalman filtering in the modulation domain

The modulation domain views the acoustic magnitude
spectrum as a series of N modulating signals that span
across time. Each modulating signal represents the
temporal evolution of each acoustic magnitude spectral
component, as shown in Fig. 1. In the proposed modula-
tion-domain Kalman filter (MDKF), each modulating
signal, jY(n,k)j (where k = 1,2, . . . ,N) is processed using
a Kalman filter (see Fig. 2).
In the modulation-domain Kalman filter, we assume an
additive noise model for each modulating signal:

jY ðn; kÞj ¼ jX ðn; kÞj þ jV ðn; kÞj ð6Þ

where jV(n,k)j is the kth modulating signal of white Gauss-
ian noise. A pth order linear predictor can be used to model
the temporal evolution of the kth modulating signal of
speech:

jX ðn; kÞj ¼ �
Xp

j¼1

aj;kjX ðn� j; kÞj þ W ðn; kÞ ð7Þ

where {aj, k; j = 1,2, . . . ,p} are the linear prediction coeffi-
cients (LPCs) and W(n,k) is a white random excitation with
a variance of r2

W ðkÞ. Together with the corrupting noise, we
can write the following state space representation for
jY(n,k)j:
Xðn; kÞ ¼ AðkÞXðn� 1; kÞ þ dW ðn; kÞ ð8Þ
jY ðn; kÞj ¼ cT Xðn; kÞ þ jV ðn; kÞj ð9Þ

where X(n,k) = [jX(n,k)j, jX(n � 1,k)j, . . . , jX(n � p + 1,
k)j]T is the clean modulation state vector, d = [1, 0, . . . , 0]T

and c = [1, 0, . . . , 0]T are the measurement vectors for the
excitation noise W(n,k) and observation, respectively,
and A(k) is the state transition matrix:

AðkÞ ¼

�a1;k �a2;k . . . �ap�1;k �ap;k

1 0 . . . 0 0

0 1 . . . 0 0

..

. ..
. . .

. ..
. ..

.

0 0 . . . 1 0

26666664

37777775 ð10Þ

The Kalman filter recursively computes an unbiased and
linear MMSE estimate bX ðnjn; kÞ of the kth modulation
state vector at time n, given the noisy modulating signal
up to time n (i.e. jY(1,k)j, jY(2,k)j, . . . , jY(n,k)j), by using
the following equations:

Pðnjn� 1; kÞ ¼ AðkÞPðn� 1jn� 1; kÞAðkÞT

þ r2
W ðkÞddT ð11Þ

Kðn; kÞ ¼ Pðnjn� 1; kÞc r2
V ðkÞ þ cT Pðnjn� 1; kÞc

h i�1

ð12Þ

bX ðnjn� 1; kÞ ¼ AðkÞ bX ðn� 1jn� 1; kÞ ð13Þ
Pðnjn; kÞ ¼ ½I � Kðn; kÞcT �Pðnjn� 1; kÞ ð14ÞbX ðnjn; kÞ ¼ bX ðnjn� 1; kÞ þ Kðn; kÞ½jY ðn; kÞj

� cT X̂ðnjn� 1; kÞ� ð15Þ

During the operation of the Kalman filter, the noisy mod-
ulating signal jY(n,k)j is windowed into short modulation
frames and the LPCs and excitation variance r2

W ðkÞ are esti-
mated. In this study, we investigated short modulation
frame durations of 10–20 ms, which has been reported to
maintain good intelligibility (Paliwal et al., 2011). These
LPCs remain constant during the Kalman filtering of
the modulating signal in the frame, while the Kalman
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Fig. 1. The modulation domain representation of speech (‘The sky that morning was clear and bright blue’), showing the temporal evolution of the
modulating signals: (a) clean speech; (b) speech corrupted with white Gaussian noise at an SNR of 0 dB.

Fig. 2. Schematic diagram of the proposed AMS-based modulation-domain Kalman filtering framework (the MMSE-STSA block with dashed outline is
an additional component for the MDKF-MMSE method).
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parameters (such as Kalman gain K(n,k) and error covari-
ance P(njn,k)) and state vector estimate bX ðn j n; kÞ are con-
tinually updated on a sample-by-sample basis (regardless
of whichever frame we are in).
When applying the Kalman filter in the modulation
domain, there are some time domain-based assumptions
that may not necessarily be satisfied in the modulation
domain:
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� additive noise in the time domain may not be additive in
the modulation domain (Eq.(6));
� white noise in the time domain may not be spectrally

white in the modulation domain; and
� the linear predictor may not be the best dynamic model

of modulating signals.

In regards to the additive noise assumption in the mod-
ulation domain, let us consider Eq. (3) in polar form:

jY ðn; kÞjej\Y ðn;kÞ ¼ jX ðn; kÞjej\X ðn;kÞ þ jV ðn; kÞjej\V ðn;kÞ ð16Þ

Using a geometric approach (Loizou, 2007), it is easy to see
that the additive noise assumption of Eq. (6) is approxi-
mately satisfied if either \X(n,k) � \V(n,k) or jX(n,k)j �
jV(n,k)j. The first condition is more difficult to show since
it is assumed that clean speech and noise signals are not
correlated. However, the second condition is related to
the instantaneous spectral SNR at acoustic frequency index
k, i.e. jX(n,k)j2/jV(n,k)j2. Hence it can be inferred that the
additive noise assumption in the modulation domain is
roughly satisfied in high spectral SNR regions.

Fig. 3 shows the autocorrelation function of the modu-
lating signal at eight acoustic frequencies for 32 ms of white
Gaussian noise. We can see that the modulating signals of
white noise do contain some correlation at higher lags and
hence their modulation spectrum is not white. Therefore, in
order to accommodate this fact, the coloured-noise
Kalman filter (Gibson et al., 1991) was chosen for use in
the proposed MDKF-MMSE, where an extra qth linear
predictor is used to model the noise and the state vectors
and transition matrices are augmented to sizes of p + q.
The Kalman recursive equations for the coloured-noise
case are provided in the Appendix.

In order to handle non-stationary noise, we require the q

linear predictor coefficients to be updated for each Kalman
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Fig. 3. Plot of autocorrelation function of the modulating signals at eight
acoustic frequencies for 32 ms of white Gaussian noise.
filter whenever speech is absent in the modulating signal.
The noise estimate is obtained in a similar fashion to
Paliwal et al. (2010), where it is based on a decision from
a simple voice activity detector (VAD) (Loizou, 2007)
applied in the modulation domain. As mentioned before,
the modulating signals jY(n,k)j are windowed into short
acoustic frames prior to the LPC analysis. The modulation
spectrum is computed using STFT analysis (Paliwal et al.,
2010):

Yðg; k;mÞ ¼
X1

l¼�1
jY ðl; kÞjtðg� lÞe�j2pml

M ð17Þ

where g is the acoustic frame number, m refers to the index
of the discrete modulation frequency, M is the modulation
frame duration (in terms of acoustic frames) and t(g) is a
modulation analysis window function. The VAD classifies
each modulation domain frame as either 1 (speech present)
or 0 (speech absent), using the following binary rule:

Uðg; kÞ ¼
1; if /ðg; kÞP h

0; otherwise

�
ð18Þ

where g is the modulation frame number, h is an empiri-
cally determined speech presence threshold, and /(g,k) de-
notes a modulation frame SNR computed as follows:

/ðg; kÞ ¼ 10log10

P
mjYðg; k;mÞj

2P
mjbVðg� 1; k;mÞj2

 !
ð19Þ

where jbVðg� 1; k;mÞj is the estimated modulation magni-
tude spectrum of the noise in the previous modulation
frame. The noise estimate is updated during speech absence
using the following averaging rule (Virag, 1999):

jbVðg; k;mÞj2 ¼ kjbVðg� 1; k;mÞj2 þ ð1� kÞjbYðg; k;mÞj2
ð20Þ

where jbVðg; k;mÞj2 is the modulation power spectrum of the
noise and k is a forgetting factor chosen depending on the
stationarity of the noise. Once the modulation power spec-
trum of the noise has been updated, an inverse discrete
Fourier transform is applied to obtain q + 1 autocorrela-
tion coefficients and these are used in the Levinson–Durbin
algorithm to compute the updated q linear predictor coef-
ficients of the noise.

Finally, in regards to the dynamic model, we have
observed in our experiments that for the MDKF in the
ideal case (where clean speech parameters are available),
the linear predictor is sufficient at modelling the modulat-
ing signals of clean speech. Since temporal changes in the
vocal tract tend to be relatively slow due to physiological
constraints, we have found that low LPC orders (p = 2)
are sufficient for modelling the modulating signals. How-
ever, the presence of noise will introduce bias in the LPC
estimates, which will degrade the performance of the Kal-
man filter. In this study, we evaluate the MDKF-MMSE
method, which pre-processes the noisy speech using the
MMSE-STSA method (as shown in Fig. 2) prior to LPC
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estimation in the modulation domain in order to reduce the
effect of noise, in a similar manner to the Kalman-PSC fil-
ter proposed by So et al. (2009).
2.3. Performance analysis and comparison between

modulation-domain and time-domain Kalman filtering with

LPCs from clean speech

For the purposes of explaining the limitations of the
time-domain Kalman filter, we include the Kalman recur-
sive equations for reference (So et al., 2009):

x̂ðnjn� 1Þ ¼ Ax̂ðn� 1jn� 1Þ ð21Þ

Pðnjn� 1Þ ¼ APðn� 1jn� 1ÞAT þ r2
wddT ð22Þ

KðnÞ ¼ Pðnjn� 1Þc r2
v þ cT Pðnjn� 1Þc

� ��1 ð23Þ

x̂ðnjnÞ ¼ x̂ðnjn� 1Þ þ KðnÞ½yðnÞ � cT x̂ðnjn� 1Þ� ð24Þ

PðnjnÞ ¼ ½I � KðnÞcT �Pðnjn� 1Þ ð25Þ

where x̂ðnjn� 1Þ and x̂ðnjnÞ are the a priori and a posteriori

state vectors, respectively; P(njn � 1) and P(njn) are the a

priori and a posteriori error covariance matrices, respec-
tively; K(n) is the Kalman gain; and r2

v and r2
w is the vari-

ance of the noise and excitation, respectively.
Fig. 4 shows spectrograms of white noise-corrupted

speech that has been enhanced by the TDKF [Fig. 4(c)]
and MDKF [Fig. 4(d)], where LPCs from the clean speech
are available. While these are not available in practice, the
aim of this section is to compare the empirical upper-
bound performance of the two enhancement methods.
We can see in the spectrograms that both methods do a
good job at suppressing the noise, particularly in the
regions where there is no speech. However, it can be seen
in the TDKF output that some noise is present in the
speech, where it is particularly noticeable in between the
pitch harmonics. Also, the harmonics above 1600 Hz that
are seen in the original clean speech appear to have been
replaced by noise. This was confirmed by informal listening
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Fig. 4. Spectrograms of the sp15 utterance ‘The clothes dried on a thin woode
enhancement provided by the modulation domain Kalman filter compared w
speech corrupted with white Gaussian noise at 5 dB SNR (PESQ = 1.62); (c) tim
domain Kalman filter with p = 2 (PESQ = 3.50).
of the TDKF output, where we noticed the speech to sound
breathy and partially voiceless.

This characteristic is a limitation of the Kalman filter for
speech enhancement, since the enhanced output is formed
by a linear combination of the observed speech and pre-
dicted speech (by rearranging Eq. (24)):

x̂ðnjnÞ ¼ ½I � KðnÞcT � x̂ðnjn� 1Þ|fflfflfflfflfflfflffl{zfflfflfflfflfflfflffl}
predicted

þKðnÞ yðnÞ|{z}
observed

ð26Þ

We can see that the relative weighting of the two compo-
nents is controlled by the Kalman gain, which itself is
dependent on the power of the prediction error versus that
of the noise (see Eq. (23)). When there is no speech present,
P(njn � 1) = 0, which means that K(n) = 0, hence the esti-
mated state vector contains no (noisy) observed compo-
nent. However, the limitation arises during regions where
speech is present and both components are combined to
form the estimated state vector. Since the low-order linear
predictor model uses only short-term correlation informa-
tion, which does not capture the harmonic structure of
voiced speech, the predicted component will contribute
only to the formant structure, while introducing unvoiced
and noise-like characteristics. In relation to the observed
component, it is essentially the noisy speech, from which
we can observe in Fig. 4(b) that its harmonic structure
above 1600 Hz has been overcome with noise due to the
inherent spectral tilt of the speech power spectrum. There-
fore, the observed speech component only preserves the
strong harmonic structure below 1600 Hz. As a result,
the enhanced speech from the Kalman filter suffers from
breathy voice characteristics, especially at low SNRs where
the predicted component would be more favoured over the
observed one due to Eq. (23).

On observing the spectrogram of the MDKF enhanced
speech in Fig. 4(d), we can see that the MDKF has over-
come the limitations of the TDKF and a large part of
the harmonic structure above 1600 Hz has been preserved.
There is also noticeably less residual noise in regions where
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Fig. 5. Spectrograms of the sp15 utterance ‘The clothes dried on a thin wooden rack’ (female speaker) corrupted with coloured noise, showing the
enhancement provided by the modulation domain Kalman filter compared with the time domain Kalman filter in the ideal case: (a) clean speech; (b)
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1 The F-16 noise was obtained from the Signal Processing Information

Base (SPIB) at <http://spib.rice.edu/spib/data/signals/noise/f16.html>.
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speech is present when compared with the TDKF output in
Fig. 4(c). As a result, the PESQ (perceptual evaluation of
speech quality) score of the MDKF is much higher than
that of the TDKF. The advantage of the MDKF over
the TDKF lies in the linear predictor model used in the
Kalman filter. In the TDKF, the linear predictor is used
to model speech using short-term autocorrelation coeffi-
cients and as we have noted, this dynamic model is not suf-
ficient at reproducing the harmonic structure of speech,
which require autocorrelation lags in the order of the num-
ber of samples in a pitch period. On the other hand, the lin-
ear predictor in the MDKF is modelling the time
trajectories of the acoustic magnitude spectrum of speech,
which represents the changes of the vocal tract as a func-
tion of time. Therefore, the residual noise that accompanies
the MDKF is mostly manifested in the modulation fre-
quency spectrum, rather than the acoustic frequency spec-
trum (as is the case with the TDKF). Another advantage of
Kalman filtering in the modulation domain is that low-
order linear predictors are sufficient at modelling the mod-
ulating signal dynamics, due to the physiological limitation
of how fast the vocal tract is able to change with time
(Paliwal et al., 2010).

Fig. 5 compares the performance of the TDKF and
MDKF for coloured noise (F-16 noise) at 5 dB SNR. In
a similar way to the white noise case, both methods sup-
press the noise very well in the regions where speech is
absent. The harmonic structure above 1600 Hz appears
better reconstructed in the TDKF in Fig. 5(c) than in the
white noise case (in Fig. 4(c)) because of the lower level
of noise at those frequencies. However, there is still the
problem of noise ‘leaking’ into the enhanced output via
the observed component and this is noticeable in
Fig. 5(c), especially the remnants of the two dominating
noise tones at approximately 1400 Hz and 2000 Hz, respec-
tively. We can see that the MDKF output in Fig. 5(d) does
not suffer the problems of the TDKF output and therefore,
the former has a higher PESQ score. These trends between
the ideal MDKF and TDKF are also validated in the aver-
age objective and subjective scores in Section 3.2.
3. Speech enhancement experiments

3.1. Experimental setup

In our experiments, we use the NOIZEUS speech cor-
pus, which is composed of 30 phonetically balanced sen-
tences belonging to six speakers (Loizou, 2007). The
corpus is sampled at 8 kHz. For our objective experiments,
we generate a stimuli set that has been corrupted by addi-
tive white Gaussian noise and coloured F-16 noise1 at four
SNR levels (0, 5, 10 and 15 dB). The noise-only sections of
all the stimuli have been extended to approximately 500 ms
to allow for reliable noise estimation for acoustic and mod-
ulation-domain enhancement methods. The FFT size (N)
was 512. The objective evaluation was carried out on the
NOIZEUS corpus using the PESQ measure (Rix et al.,
2001) and the log likelihood ratio (LLR) distortion
(Sambur and Jayant, 1976).

In addition, two sets of blind AB listening tests were
undertaken to determine subjective method preference
(Sorqvist et al., 1997). In the first set of listening tests,
the NOIZEUS sentence, ‘The clothes dried on a thin woo-
den rack’, was corrupted with white Gaussian noise at 5 dB
SNR. In the second set, the sentence was corrupted with
coloured F16 noise at 5 dB SNR. Stimuli pairs were played
back to several English-speaking listeners, who were asked
to make a subjective preference for each stimuli pair. The
total number of stimuli pair comparisons for seven treat-
ment types (listed below) in each test was 42. This method
was preferred over conventional MOS (mean opinion
score)-based listening tests, which we have found to be
prone to producing scores with a large variance.

The treatment types used in the evaluations are listed
below (p is the order of the LPC analysis):

1. original clean speech (Clean);

http://spib.rice.edu/spib/data/signals/noise/f16.html
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2. speech corrupted with white Gaussian noise or coloured
F16 noise (Noisy);

3. time-domain Kalman filter with LPCs estimated from
clean speech, p = 10, q = 4, 20 ms frame duration with
no overlap (TDKF-clean);

4. modulation-domain Kalman filter with LPCs estimated
from clean speech, p = 2, 10 ms frame duration with
2.5 ms update in modulation domain, (MDKF-clean);

5. modulation-domain Kalman filter with LPCs estimated
from noisy speech using three iterations (Gibson et al.,
1991), p = 2, q = 4, 20 ms frame duration with no over-
lap in modulation domain, (MDKF-iter);

6. modulation-domain Kalman filter with LPCs estimated
from MMSE-STSA enhanced speech, p = 2, q = 4,
20 ms frame duration with no overlap in modulation
domain (MDKF-MMSE);

7. MMSE-STSA method (Ephraim and Malah, 1984)
(MMSE-STSA);

For the methods that use an AMS framework, we have
used 32 ms frames with 4 ms update.

3.2. Results and discussion

3.2.1. Objective results

Tables 1 and 2 show the average PESQ scores compar-
ing the different speech enhancement methods for white
Gaussian noise and F16 noise, respectively. PESQ scores
Table 1
Average PESQ scores comparing the different speech enhancement
methods for speech from the NOIZEUS corpus that have been corrupted
by white Gaussian noise. Bold numbers show the best score.

Method Input SNR (dB)

0 5 10 15
No enhancement 1.57 1.83 2.14 2.48

Acoustic and time-domain methods:

TDKF-clean 2.49 2.77 3.09 3.41
MMSE-STSA 1.96 2.33 2.66 2.94

Modulation-domain Kalman filtering:

MDKF-ideal 3.34 3.54 3.72 3.89

MDKF-iter 1.94 2.33 2.70 3.07
MDKF-MMSE 2.19 2.51 2.81 3.06

Table 2
Average PESQ scores comparing the different speech enhancement
methods for speech from the NOIZEUS corpus that have been corrupted
by F16 noise. Bold numbers show the best score.

Method Input SNR (dB)

0 5 10 15
No enhancement 1.84 2.17 2.49 2.82

Acoustic and time-domain methods:

TDKF-clean 2.54 2.80 3.13 3.47
MMSE-STSA 2.32 2.63 2.91 3.15

Modulation-domain Kalman filtering:

MDKF-ideal 3.47 3.65 3.82 3.97

MDKF-iter 2.25 2.62 3.00 3.38
MDKF-MMSE 2.42 2.74 3.05 3.31
for the acoustic and time-domain enhancement methods
are given in the top half of the tables while the bottom half
contain the PESQ scores for modulation-domain Kalman
filtering methods. From these results, we can see that in
almost all cases and for both noise types, the MDKF meth-
ods give higher PESQ scores than the acoustic and time-
domain methods. In particular, the MDKF-ideal method,
which represents the upper bound performance of Kalman
filtering in the modulation domain, has achieved the
highest PESQ scores, even outperforming the TDKF-clean,
which also had the benefit of using clean LPC estimates.
This reaffirms our observation in Section 2.3 that the
Kalman filter appears better suited for enhancement in
the modulation domain than in the time domain. We can
also see that the proposed MDKF-MMSE method makes
up for some of the performance loss when only noisy
speech is available for LPC estimation. Finally, these objec-
tive scores suggest that the combination of MMSE-STSA
preprocessing prior to LPC estimation is superior to itera-
tive LPC estimation, when used within the MDKF.

Tables 3 and 4 present the average LLR distortions for
each of the speech enhancement methods that were evalu-
ated for white and coloured F16 noise, respectively. From
these results, we can see that the enhanced speech from the
MDKF-ideal method consistently had the lowest LLR dis-
tortion, even when compared with the TDKF-clean. In the
case of F16 noise, the LLR distortion was less than half of
the distortion from the TDKF-clean method. Together
Table 3
Average LLR distortions comparing the different speech enhancement
methods for speech from the NOIZEUS corpus that have been corrupted
by white noise. Bold numbers show the best score.

Method Input SNR (dB)

0 5 10 15
No enhancement 1.52 1.40 1.25 1.08

Acoustic and time-domain methods:

TDKF-clean 0.62 0.54 0.47 0.38
MMSE-STSA 1.34 1.18 1.03 0.89

Modulation-domain Kalman filtering:

MDKF-ideal 0.49 0.40 0.30 0.22

MDKF-iter 1.47 1.32 1.16 1.00
MDKF-MMSE 1.34 1.22 1.09 0.96

Table 4
Average LLR distortions comparing the different speech enhancement
methods for speech from the NOIZEUS corpus that have been corrupted
by F16 noise. Bold numbers show the best score.

Method Input SNR (dB)

0 5 10 15
No enhancement 1.13 0.97 0.81 0.66

Acoustic and time-domain methods:

TDKF-clean 0.55 0.48 0.40 0.31
MMSE-STSA 0.95 0.81 0.69 0.60

Modulation-domain Kalman filtering:

MDKF-ideal 0.27 0.21 0.15 0.10

MDKF-iter 1.10 0.92 0.75 0.62
MDKF-MMSE 1.00 0.86 0.75 0.65
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Fig. 6. Spectrograms from the treatment types for the sp15 utterance ‘The clothes dried on a thin wooden rack’: (a) clean speech; (b) speech corrupted with
white Gaussian noise at 5 dB SNR (PESQ = 1.62); (c) TDKF-clean (PESQ = 2.46); (d) MMSE-STSA (PESQ = 2.30); (e) MDKF-clean (PESQ = 3.50); (f)
MDKF-iter (PESQ = 2.30); (g) MDKF-MMSE (PESQ = 2.54).
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Fig. 7. Spectrograms from the treatment types for the sp15 utterance ‘The clothes dried on a thin wooden rack’ : (a) clean speech; (b) speech corrupted
with coloured F16 noise at 5 dB SNR (PESQ = 1.92); (c) TDKF-clean (PESQ = 2.41); (d) MMSE-STSA (PESQ = 2.60); (e) MDKF-clean (PESQ = 3.59);
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with the PESQ scores, these objective results suggest that
the Kalman filter performs enhances speech more effec-
tively when processing in the modulation domain than it
does in the time domain.

3.2.2. Spectrogram analysis

Figs. 6 and 7 show spectrogram comparisons between
the various enhancement methods for white Gaussian
and F16 noises at an SNR of 5 dB. We can see that the out-
put speech from the MDKF-iter method in Figs. 6(f) and
7(f) suffer from musical noise, which was also observed pre-
viously for the iterative TDKF in So and Paliwal (2011). In
comparison, the spectrograms of the speech from the
MDKF-MMSE method in Figs. 6(g) and 7(g) do not show
signs of strong and localised musical-like tones. The resid-
ual noise level of the MDKF-MMSE also appears lower
than that of the MMSE-STSA method.

A further observation can be made when we compare
the spectrograms from the TDKF-clean and MDKF-
MMSE in Figs. 7(c) and 7(g), respectively. We can see that
in the regions where speech is present, the MDKF-MMSE
method does not introduce the noise that we observe in the
TDKF-clean output at frequencies above 1600 Hz.

3.2.3. Subjective listening tests

Figs. 8 and 9 show the mean preference scores for the
subjective listening tests for white Gaussian noise and col-
oured F16 noise. We can see that for both noise types, the
MDKF-clean method was consistently preferred over the
other enhancement methods (second only to clean speech)
by the listeners, who noted that the speech enhanced by
MDKF-clean sounded very similar to the clean speech with
no residual noise detected. Because the LPCs were esti-
mated from the clean speech, this result is considered the
upper performance bound of the MDKF. When the LPCs
were iteratively estimated from the noise-corrupted speech
using the method proposed by Gibson et al. (1991) in the
MDKF-iter method, we note that the mean subjective
preference score decreased dramatically to below that of
the MMSE-STSA method. This correlates with our
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Fig. 8. Mean preference scores from subjective listening tests of sp15
utterance ‘The clothes dried on a thin wooden rack’ corrupted with white
Gaussian noise at 5 dB.
spectrogram analysis, where a large amount of musical
noise was observed for the MDKF-iter method. On the
other hand, the proposed MDKF-MMSE method had
the third highest mean preference score, outperforming
MDKF-iter as well as the other time and acoustic-domain
enhancement methods.

It is interesting to point out that the MDKF-MMSE
subjectively scored higher than the TDKF-clean, which
had the advantage of using LPC estimates from the clean
speech. Comments from the listeners suggested that they
did not like the residual noise that ‘leaked’ into the
TDKF-clean output during the regions where speech was
present, even though the silent regions were mostly noise-
free. In other words, the listeners preferred residual noise
levels that were uniformly spread out in time, rather than
in short bursts during the speech, which was the case with
TDKF-clean. On the other hand, the MDKF-clean does
not suffer from residual noise problems. Therefore, we
can infer that in a speech enhancement scenario where
accurate LPC estimates are available, the Kalman filter
performs best when applied in the modulation domain,
rather than the time domain.
4. Conclusions

In this paper, we have investigated the use of Kalman fil-
tering in the modulation domain and compared its perfor-
mance with other time-domain and acoustic-domain
speech enhancement methods. In contrast to previously
reported modulation domain-enhancement methods which
consisted of fixed bandpass filtering, the modulation-
domain Kalman filter (MDKF) is an adaptive MMSE esti-
mator that uses the statistics of temporal changes in the
magnitude spectrum for both speech and noise. Further-
more, since the modulation phase plays a more important
role than acoustic phase, the Kalman filter is highly suited
since it is a joint magnitude and phase spectrum estimator,
under non-stationarity assumptions. We have shown
empirically that the upper bound performance of the
MDKF exceeds that of the conventional time-domain
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Kalman filter (TDKF). This was attributed to the inability
of the TDKF and its low order dynamic model to predict
long-term correlation information (such as pitch harmon-
ics), which resulted in breathy unvoiced speech that con-
tained short bursts of residual noise. Due to the
physiological limitations of the temporal dynamics of the
vocal tract, the MDKF with a low order dynamic model
was found to be more effective at enhancing the modulating
signals, producing speech that had very minimal distortion
and no trace of residual noise. Experimental results from
objective tests and blind subjective listening tests from
the NOIZEUS corpus showed the MDKF (with clean
speech parameters) to outperform all the acoustic and
time-domain enhancement methods evaluated.
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Appendix A. Kalman recursion equations for the coloured

noise case

In this appendix, we provide the recursion equations for
the Kalman filter for the coloured noise case (Gibson et al.,
1991), which we have used in the MDKF-MMSE method.
The kth modulating signal of the coloured noise jV(n,k)j is
modelled using a qth order linear predictor:

jV ðn; kÞj ¼ �
Xq

j¼1

bj;kjV ðn� j; kÞj þ Uðn; kÞ ðA:1Þ

where U(n,k) is a white random signal with a variance of
r2

UðkÞ. We define the following state vector:

Vðn; kÞ ¼

jV ðn; kÞj
jV ðn� 1; kÞj
..
.

jV ðn� qþ 1; kÞj

266664
377775 ðA:2Þ

Therefore, the state-space representation for the coloured
noise can be written as:

Vðn; kÞ ¼ BðkÞVðn� 1; kÞ þ dvUðn; kÞ ðA:3Þ
jV ðn; kÞj ¼ cT

v Vðn; kÞ ðA:4Þ

where cv = [1, 0, . . . , 0]T, dv = [1,0, . . . , 0]T, and:

BðkÞ ¼

�b1;k �b2;k � � � �bq�1;k �bq;k

1 0 � � � 0 0

0 1 � � � 0 0

..

. ..
. . .

. ..
. ..

.

0 0 � � � 1 0

26666664

37777775 ðA:5Þ
We can combine the modulating signal of the speech
jX(n,k)j and coloured noise jV(n,k)j into one set of state-
space equations:

Xðn; kÞ
Vðn; kÞ

� �
¼ AðkÞ 0

0 BðkÞ

� �
Xðn� 1; kÞ
Vðn� 1; kÞ

� �
þ d 0

0 dv

� �
W ðn; kÞ
Uðn; kÞ

� �
ðA:6Þ

jY ðn; kÞj ¼ cT cT
v

� � Xðn� 1; kÞ
Vðn� 1; kÞ

� �
ðA:7Þ

These can be rewritten in augmented matrix form:eX ðn; kÞ ¼ eAðkÞ eX ðn� 1; kÞ þDfW ðn; kÞ ðA:8Þ
jY ðn; kÞj ¼ ~cT eX ðn; kÞ ðA:9Þ

Using this augmented matrix notation, we can therefore
write the Kalman recursive equations as:

Pðnjn�1;kÞ¼ eAðkÞPðn�1jn�1;kÞeAðkÞT þ eDQ eDT ðA:10Þ
Kðn;kÞ¼Pðnjn�1;kÞ~c½~cT Pðnjn�1;kÞ~c��1 ðA:11ÞeX ðnjn�1;kÞ¼ eAðkÞ eX ðn�1jn�1;kÞ ðA:12Þ
Pðnjn;kÞ¼ ½I�Kðn;kÞ~cT �Pðnjn�1;kÞ ðA:13ÞeX ðnjn;kÞ¼ eX ðnjn�1;kÞþKðn;kÞ½jY ðn;kÞj

�~cT eX ðnjn�1;kÞ� ðA:14Þ

Since W(n,k) and U(n,k) are assumed to be uncorrelated,
then:

Q ¼
r2

W ðkÞ 0

0 r2
UðkÞ

" #
ðA:15Þ
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